Java developer in a multi-core era
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Clock rates don’t increase anymore, instead systems are equipped with
multiple CPU’s. To make optimal use of the resources, a program has to be
divided over multiple CPU'’s. It becomes a lot harder to predict the flow of a
program because it’s not always divided equally over multiple CPU’s. What
does this mean for a Java developer in a multi-core era? That's what I
discussed with Gil Tene (CTO) and Cliff Click (Chief JVM Architect) from
Azul Systems and Shay Hassidim (Deputy CTO) from GigaSpaces
Technologies.

Ten years ago we started with a 350MHz CPU. About two years later my parents bought a second
computer with a 600MHz CPU. They almost doubled their speed for the same price as two years
before. This example illustrates Moore’s law more or less. A program that ran a year before on the
350MHz CPU, could now be executed almost twice as fast on the new machine. Unfortunately chip
manufacturers concluded that they can’t increase clock rates anymore under normal circumstances.
Instead of increasing clock rates, machines are now equipped with multiple CPU’s. Azul Systems
offers Java systems with 864 CPU’s on one machine [Azul09]. Besides these powerful machines,
most modern laptops have multiple CPU’s onboard. According to Azul Systems “Not everybody will
have to deal with parallel programming. However in the future virtually all developers will to have to
be aware of multi-core environments, and change their thinking to match” [Azul09].

The pro of a multi-core is that it exposes more resources. The big disadvantage is that the free
performance lunch over [Sutter05] [Herlihy08]. According to Azul Systems “Lots of the scaling issues
depend on the nature of the application. A multi-core system has more computing resource but the
usage of the cores depends on how the software is written” [Azul09]. Obviously multiple
independent programs can be executed in parallel. However, that’s not always the expected
performance increase of the customer. A program that needs more performance than the capacity
of one CPU, will only run faster on a multi-core system if the developer has optimized it for a multi-
core environment. This means the developer has to coordinate how the program has to be divided
over multiple CPU’s. According to Gartner parallel programming is one of the biggest challenges the
software industry is facing at this moment [Gartner08] [Patterson08].



Amdahl’s law
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Amdahl’s law describes how much a program can theoretically be sped up by additional computing
resources, based on the proportion of parallelizable and serial components [Goetz06]. In practice
this formula seems hard to apply. Theoretically a huge performance increase can still be obtained,
but in most cases it's hard to convert a sequential algorithm to a parallel equivalent. The
performance speed up depends on how much code can be divided between CPU’s. A duo core
machine can almost impossibly double the speed of a program since two CPU’s must use a protocol
for synchonization. A real life example is the Collections.sort method of the JDK. The time the
algorithm runs on a multi-core machine, does not scale linearly with the number of elements inside
the collection [Grouchnikov07].

This is analogous to a team with employees where two identical employees most unlikely double
their productivity compared to the same team with just one employee. A team with multiple
employees has to discuss its progress, while a team with only one members knows its progress
without communicating. Research shows that a systems with multiple cores offers less speed per
core [Hill08]. A system with one powerful CPU and multiple less powerful CPU’s (Asymmetric
Multicore Chips) seem to leverage more performance than a system with identical CPU’s. This
equation does not take memory into account.

Amdahl’s law is there when talking about CPU’s. However, garbage collection and sufficient heap
space are the first bottlenecks to solve. Azul Systems believes “that solving the garbage collection
and object manipulation rate problem is core to multi-core scale. To make scaling practical on
modern multi-core hardware, Azul’s JVM has focused on eliminating garbage collection as a scale
problem, and on supporting high object allocation and manipulation rates” [Azul09]. This probably is
one of the reasons why Sun Microsystems started to develop a new garbage collection algorithm
(called G1) for the HotSpot JVM.

Java.util.concurrent

It’s important to improve clock rates, compiler and cache optimizations, because both sequential
and parallel programs benefit from those changes directly [Sutter05]. To let the developer profit
from these changes transparently, the Java Memory Model has been developed and improved under
JSR-133 [Goetz08]. Java supported multi-threading from the start, to make sure that the user
interface didn’t freeze for example. However these instructions operate on a very low level. A couple
of new objects have been added to the java.util.concurrent to make the life of the developer easier
[MansonQ7]. For instance ConcurrentHashMap feels the same as every other HashMap, but
performs a lot faster than a synchronized wrapper in a multi-core environment. Another example is
the Executor Framework (see reverse collection example). This framework has been introduced to
force the developer to reason about independent tasks, so that algorithms can be executed more
efficient [Goetz06].



Despite the extended library of classes, Java 7 will probably provide even more concurrent objects
(ForklJoin Framework, RecursiveTask, etc.) [Lea09]. To the question how many developers will have
to use java.util.concurrent, Shay answered “Very few. Only developers of app-server cores will be
using such. The regular java developers will simply have services deployed (within the same process
or different processes) and a client application would invoke these in parallel in transparent manner”
[GigaSpaces09]. We're likely to see more abstract objects in the future which will execute our calls in
a parallel and transparent way.

The Servlet 3.0 API also moves towards a more asynchronous model which makes it possible to run
actions in parallel [Sobhana08]. At this moment a servlet container already starts a thread per
request. However, in the future the number of calls within a servlet might increase. For that reason
it would be convenient if the Servlet APl provides a possibility to execute these calls in parallel in a
transparent fashion.

Transactional Memory

Even with the help of the objects from java.util.concurrent it can be very hard to develop a fast and
correct parallelizable program. Reasoning about the flow of a program with a parallel portion is
much more difficult because of its non deterministic nature. For that same reason a concurrent
algorithm is much more difficult to test. In practice most errors come forward under heavy load of a
system. It would be convenient if the language provided an option by which a developer could
indicate the parts that are parallelizable, without a lot of trouble. The database world uses the
concept of transactions to group a set of mutations. If the mutations conflict, one of them has to be
rolled back and executed again.

Ideas exist to support the same (more optimistic) model in programming languages by a way of
Transactional Memory so concurrent programs will be easier to develop. XSTM for instance, is an
open-source library which offers transactional memory. It looks like Sun Microsystems is going to
(partially) support Transactional Memory with its new Rock processor as well [Sun09]. As an
alternative to Hardware Transactional Memory some are looking at a Hybrid model. A Hybrid model
depends as much as possible on the hardware. As soon as the hardware is unable to handle a
request, the software will handle the request instead [Moir07]. The development of Transactional
Memory is not an easy task. Especially when it comes to roll back a mutation made to an external
resource like a hard drive.

The Azul Java Virtual uses Transactional Memory to let multiple threads run through the same Java
synchronized block and execute speculatively and concurrently, maintaining full correctness and
semantics. This technique increase scalability as long as no threads conflict. Experience shows that
this technique not always results in a big advantage [Azul09].

Alternatives

Kilim is a message passing Java framework for concurrent programming [Srinivasan08]. Kilim, like
Erlang is based on user-level threads (actors), but is far from mature. An actor based model seems
easier to understand for a developer than a mix of objects from java.util.concurrent. GigaSpaces
uses a processing unit concept that has a lot in common with an actor based model [GigaSpaces09].
Besides actor based models, some researchers are investigating the capabilities of thread level
speculation. This technique predicts some of the outcomes, which enables a program to run ahead



of the normal execution flow. If the prediction is correct, the result won’t be calculated again
[Gupta08]. In some cases this might result in a performance gain. On the other hand it could also
result in a performance decrease if predictions are incorrect.

Patterson from the Berkely university doesn’t consider Transactional Memory as the right solution to
increase performance. There are very little programs that actually need a lot of computing capacity.
Therefore we should focus on programs with specific characteristics. Berkely has made a list of
thirteen categories of programs (dwarfs) that need to use a lot of resources. Their approach is to
optimize existing concepts that meet these qualifications.

One of the ideas is Autotuning using Machine Learning. Autotuning optimizes a software program
like an expert would do normally by hand. Another important issue is to correctly compare systems
with each other to adapt CPU and memory. A CPU with a high peak capacity might not perform well
under normal circumstances. Therefore a performance model has been developed to compare
systems at a very low level [Patterson08]. Benchmarks at the application level like Spec)BB seem
highly unrealistic so far. Hopefully there will be a more objective way to compare systems at a higher
level.

SaaS

People are looking at Software as a Service (SaaS) and Cloud Computing to see if they could provide
a solution for the huge amounts of computing capacity for the new generation programs
[Patterson08]. SaaS offers a cost model where programs that need a lot of computing power only
pay for the resources they consume. The providing system with a lot of computing power is located
somewhere else in the network. As soon as the customer would like to make use of a service, he
connects to the high-end system over the network.

Datacenters are also equipped with multi-core systems. And although at the server side most
applications are concurrent by nature, we won’t always obtain the expected performance. “Cloud
Computing and Saa$S do not represent a technical solution to multi-core scaling, just a shift in who's
problem it is. In the end, whomever is developing an application will still need to build software that
scales well” Cliff and Gil tell [Azul09]. Faster algorithms will be more important when the customer
will have to pay for the CPU usage. Hence, a slower algorithm in that case will cost more money for
the service provider.

Conclusion

This article didn’t distinguish between client and server. However, on both sides the amount of
multi-core systems keep growing. In general a developers job will get tougher, since the free ride is
over. Therefore we must change our way of reasoning to a multi-core environment.

Amdahl’s law can be applied to calculate the theoretical speedup of a program. Unfortunately it
looks like garbage collection and sufficient heap memory are the first problems in the way to
Amdahl’s law. Java.util.concurrent simplifies a part of developers job and objects will be added in
the future. Despite java.util.concurrent the software industry keeps looking for new concepts (such
as Transactional Memory) to make concurrent programming easier. Software as a Service is a
promising concept, however it doesn’t offer a technical solution to scale on multi-core systems. The



parallel revolution has started and the free performance lunch is over. Welcome to the multi-core
era.
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